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ABSTRACT

Rapid advancements in Artificial Intelligence (AI) and their growing 

deployment in application domains are driving the competition between 

businesses, nations and regions. 

This race for technological supremacy creates complex choices that may 

lead to negative consequences, in particular when ethical and safety 

procedures are underestimated or even ignored. 

As there is no easy access to data about this race, theoretical models are 

necessary to understand its dynamics. To identify when, how and which 

procedures to put in place to favour outcomes beneficial to all. 



RESULTS - 1

Along with the risks of setbacks and of being reprimanded for unsafe 

behaviour, the time-scale in which AI supremacy is expected to be achieved 

plays a crucial role.

When this supremacy can be achieved in a short term, those who 

completely ignore the safety precautions are bound to win the race, but at a 

cost to society, thus requiring regulatory actions. 

Our analysis nonetheless reveals that blindly imposing regulations may not 

have the anticipated effect, since only for specific conditions a dilemma 

arises between what is individually preferred and globally beneficial. 



RESULTS - 2

Similar observations can be made for the long-term development case.   

Yet different from the short term situation, certain conditions require the 

promotion of risk-taking, as opposed to compliance to safety regulations, in 

order to improve social welfare. 

These results remain robust both when just two or several actors are 

involved in the race. And when collective rather than individual setbacks are 

produced by risk-taking behaviour. 

When defining codes of conduct and regulatory policies for AI, a clear 

understanding about the time-scale of the race is required, as this may 

induce important non-trivial effects.  



Background

THE RACE FOR AI SUPREMACY (AIS)



Interest in AI has lately exploded in academia and 

businesses, due to a series of superhuman 

performances, often generating unrealistic 

expectations and unnecessary fears.

Some excitement is promoted by political and 

business leaders alike, for both anticipate 

important gains from turning previously idle data 

into active assets within business plans. 



These business, societal and political ambitions indicate 

that an AI race has been triggered, where stake-holders in 

both private and public sectors compete to be the first to 

cross the finish line, to be the leader in the development 

and deployment of powerful, transformative AI.

Irrespective of anticipated benefits, many have urged for 

due diligence, since: 

(i) AI systems can also be employed for nefarious 

activities, e.g. espionage and cyberterrorism.   

(ii) In attempting to be the first, ethical consequences, 

as well as safety procedures, may be underestimated or 

even ignored.
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OUR AIS RACE MODEL

We define a baseline model that discusses when to expect 

unsafe or safe AI development behaviour and when this is 

disruptive, i.e. when it harms social welfare. 

It can be subsequently employed to evaluate the impact of 

regulatory mechanisms on behavioural choices. 

We resort to the framework of Evolutionary Game Theory (EGT) 

to address the issue. 



Concretely, the model assumes that to achieve AIS in a 

domain X, a number of development steps or rounds of 

play W are required. 

Large-scale surveys of experts on predictions about 

progress in AI suggest that the perceived time-scale for 

AIS is highly diverse across domains. 

Thus the model aims to capture different time-scales of AIS 

occurrence: When W is small, AIS is expected to happen in 

the near future (early AIS regime). When W is large, AIS 

will only be achieved far away in time (late AIS regime).



Being a race, a participant acts by herself during each step 

in order to reach the target, and differs from others in the 

speed (s) with which she can complete each subtask. 

The race consists of multiple rounds, and the fastest 

participant will reap benefit (b) at each round when she 

finishes before the others, and wins the ultimate prize       

(B ≫ b) once she carries out the final step to achieve AIS  

in domain X. 

When multiple participants reach the end of an intermediate 

round or the final target at the same time, they share the 

respective benefits, i.e. b or B.



In this race, a higher s is only achievable by cutting 

corners, implying that some ethical or safety procedures 

are ignored. 

A safe development process is not just more costly, it 

results in a slower development speed too. Therefore:       

(i) participants acting safely (SAFE) pay a cost c > 0, 

not paid by participants ignoring safety (UNSAFE);          

(ii) the speed of UNSAFE is faster (s > 1) compared to 

that of SAFE (normalised to s = 1).

Essentially, a SAFE player needs W rounds to complete 

the task, and the UNSAFE player will only need W/s. 



Yet, UNSAFE strategists may suffer a personal setback 

or disaster during the race, losing their acquired payoffs. 

The risk is personal for UNSAFE players in the current 

model. 

Though the threat is greater for the culprit, there may be 

repercussions for the other participants or society as a 

whole, a matter discussed in detail in our Supporting 

Information (SI). 

However, this extension of spreading repercussions does 

not influence our results.



The probability that a personal setback occurs is denoted 

by pr, and assumed to increase linearly with the 

frequency the participant violates the safety precautions. 

A participant that only follows safety half of the time will 

incur on average half the time the risk of disaster. 

The model incorporates the possibility that an UNSAFE 

player is found out, at each step of the race, an additional 

risk for UNSAFE. 

We therefore assume that, with probability pfo, those 

playing UNSAFE might be detected, and their unsafe 

behaviour disclosed, leading to 0 payoff in that round.



STRATEGIES

Given these parameters of the AIS Race (AISR) model, we explore which 

strategies, involving SAFE an UNSAFE actions, are dominant under which 

conditions.

We resort to EGT to answer this question, and consider a population of size 

Z, where players engage in a pairwise (or even N-player) race. Each player 

can choose the strategy to always follow safety precautions (denoted AS, or 

SAFE players) or completely ignore them (denoted AU, or UNSAFE 

players). 



Additionally we assume that, on realising that UNSAFE 

players ignore safety precautions to gain a greater 

development speed, leading to wining the prize B and a 

larger share of intermediate benefit b at each round 

(especially in low pfo monitoring), SAFE players might 

then adopt unsafeness to avoid further disadvantage. 

We thus consider a conditional strategy (CS), which plays 

SAFE in the first round and then adopts the move its co-

player used in the previous round. This direct reciprocity 

strategy has been shown to promote cooperation in the 

context of repeated social dilemmas, consistently 

outperforming uncooperating individuals.



ENFORCING REGULATION
Next we examine, across different time-scales of the AISR, under which 

conditions (say, regarding the disaster probability), safety behaviour should 

be promoted or externally enforced. 

Similarly, we when one should omit the safety precautions, for a larger 

social welfare to arise faster, when the benefits gained in doing so exceed 

the risk of a setback or personal disaster. 

Moreover, given the first-mover advantage of UNSAFE players in the race 

to AI supremacy (i.e., to acquire B), we examine whether (and under what 

time-scale of the model) conditional behaviours can act as a promoting 

mechanism to achieve safety when required, or if otherwise other 

mechanisms are needed.  



We calculate the long-term frequency of each possible 

behavioural composition of the population, the so-called 

stationary distribution (cf. Methods in our paper), as this 

will reveal the action preferences (i.e. behaving safely or 

not) of a finite set of virtual players within the context of 

the AISR game defined above. 

This stochastic social dynamics of the population occurs 

in the presence of errors, both in terms of errors of 

imitation and of behavioural changes, the latter 

representing an open exploration of the possible 

strategies by the virtual participants.



We calculate the long-term frequency of each possible 

behavioural composition of the population, the so-called 

stationary distribution (cf. Methods in our paper), as this 

will reveal the action preferences (i.e. behaving safely or 

not) of a finite set of virtual players within the context of 

the AISR game defined above. 

This stochastic social dynamics of the population occurs 

in the presence of errors, both in terms of errors of 

imitation and of behavioural changes, the latter 

representing an open exploration of the possible 

strategies by the virtual participants.



As can be observed in Figure 1, the preference for the 

strategies AS, AU and CS changes for different lengths of 

the race.

We distinguish two regimes in the AISR, that depend on 

the relationship between the number of rounds W needed 

to achieve the ultimate benefit B and the revenue that can 

be achieved at every round, i.e. b. 



EARLY AND LATE REGIMES

Early AIS: This regime is characterised by the observation that the ultimate 

prize of winning the race in W rounds strongly outweighs the benefits that 

can be achieved in a single round, i.e. B/W ≫ b. Being fast is thus a key 

driver here. 

Late AIS: In this regime, AIS will not be achieved in a foreseeable future, 

making the gains at each round b, even while having to pay the safety cost 

c, more attractive than the ultimate prize of winning the race B, i.e. B/W ≪
b.



Figure 1. Two AIS regimes: When W is small (early AIS) vs when W is larger (late AIS). Panels (a,b) 

show frequency of each strategy, i.e. AS, AU, CS in a population (pr=0.6). In the early regime AU 

dominates, while AS and CS outperform AU in the late regime. The former observation is valid for pr

values lower than 0.8 (cf. c) (pfo=0.1). For high risk probability pr of disaster, occurring due               

to ignoring safety precautions, AU disappears in both regimes. Black line in (c) indicates       

threshold of pr above which SAFE is the preferred collective action, and below which             

UNSAFE is the preferred one.   Parameters: c = 1, b = 4, s = 1.5, B = 104, β = 0.1, Z = 100.



We observe that in the first AIS regime, AU dominates the 

population whenever the probability that an AI disaster 

occurs due to unsafe development (pr) is not too high 

(see Figure 1c; also panels a and b, where pr = 0.6). 

In the second AIS regime, AS and CS take over (Figure 1 

a-b). When an AI disaster is more likely to occur due to 

unsafe developments (i.e. large pr, see Figure 1c), AU 

disappears in both regimes. 



REGULATING

Given the difference in behavioural preferences toward safety 

developments in the two regimes, different kinds of regulation may be 

required. 

Since AI developments should at least provide a beneficial outcome for the 

individual developers and interested users in society, we first investigate 

under which conditions they can achieve their ambitions by acting safely, 

thus avoiding the risk of personal setbacks or shared disaster (see SI). 



When the benefits of all making safe developments (ΠAS,AS) 

outweigh the benefits of all doing things unsafely (ΠAU,AU), 

i.e. when ΠAS,AS > ΠAU,AU , this goal can be achieved (see 

Methods in paper).

The blackline in Figure 1c depicts this threshold in function 

of pr, revealing that there is a large part in the early regime 

(red area above the black line) where regulation should be 

put in place to restrain unsafe development behaviour. 



On the other hand, in the late regime (beyond 104

development steps), risk-taking should be promoted as 

this will improve social welfare ‒ area below the black line. 

Figure 1 thus underlines the importance of knowing in 

which regime the race is operating, since this will affect the 

type of regulation that one should introduce. 



SOME CONCLUSIONS - 1

Knowing the exact timing of reaching AIS in a domain is not crucial. Only if 

it can be achieved early/late, for this influences suitable regulations. 

We identified three AIS zones, in both early and late regimes: the safety 

compliance, dilemma, and innovation zones, respectively characterised by 

high, intermediate and low risk, both for personal and shared setbacks. 

In the compliance and innovation zones, regulatory actions that reverse the 

behaviour selected by social dynamics should be avoided, as they would be 

detrimental to overall social welfare. 

But stimulating a faster acquisition of the required behaviour in those    

zones can potentially be useful.



In the dilemma zone, however, regulatory actions promoting the collectively 

beneficial outcome are essential, since the behaviour selected by social 

dynamics goes against society’s interest, lowering social welfare. 

In this zone the social dynamics is selecting for (undesired) behaviour, 

hence requiring the regulation of risk-taking in the early AIS regime, and 

that of safety compliance in the late AIS one. 

The AISR model and associated analysis provides an instrument for policy 

makers to think about the supporting mechanisms (such as suitable 

rewards and sanctions) needed to mediate a given AI race. 

SOME CONCLUSIONS - 2



There are of course limitations to the current model, requiring further 

analysis. The effect of unsafe behaviour on W has not been considered. It 

may well be that accumulated detected unsafe behaviour, whether by a 

single player or jointly accumulated by a number of them, may expand the 

time necessary to reach the AIS, effectively increasing W. 

The time W to reach AIS, in a given domain, may be affected by the trust 

that people have in AI, even when deliberate unsafe behaviour is not the 

issue. Rhetoric and framing of the AI race, and how close one is to achieve 

AIS might strongly influence the dynamics and outcome of the race. In 

future work, such phenomena should be examined and introduced on      

top of the base model presented.

SOME CONCLUSIONS - 3



We have provided a first plausible AIS race model directly useful 

for policy makers and researchers to evaluate the risks 

associated with the ongoing AI development and applications 

race, and have shown and analysed its reasonably acceptable 

behavioural consequences. 

Our results indicate the crucial need of clarifying the time-scale of 

digital innovation supremacy and the risks in relation to ignoring 

safety and ethical precautions in speeding up innovation, in order 

to determine suitable regulations of AI safety behaviour  

beneficial for all. 

FINAL CONCLUSION
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